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Prediction queries that apply machine learning (ML) models to perform analysis on data stored in the database
are prevalent with the advance of research. Current database systems introduce Python UDFs to express
prediction queries and call ML frameworks for inference. However, the impedance mismatch between database
engines and prediction query execution imposes a challenge for query performance. First, the database engine
is oblivious to the internal semantics of prediction functions and evaluates the UDF holistically, which incurs
the repetitive inference context setup. Second, the invocation of prediction functions in the database does
not consider that batching inference with a desirable inference batch size achieves a high performance in
ML frameworks. To mitigate the mismatch, we propose to employ a prediction-aware operator in database
engines, which leverages inference context reuse cache to achieve an automatic one-off inference context setup
and batch-aware function invocation to ensure desirable batching inference. We implement a prototype system,
called IMBridge, based on an open-source database OceanBase. Our experiments show that IMBridge achieves
a 71.4x speedup on average over OceanBase for prediction query execution and significantly outperforms
other solutions.
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1 Introduction

After decades of development, machine learning (ML) is playing a crucial role in modern data
analyses. Prediction queries are a kind of analytical processing (OLAP) that utilizes ML models
to draw new insights, and discover latent patterns. In the scenario of enterprise applications,
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CREATE PYTHON_UDF predict(data)
RETURNS INTEGER {
# Inference context setup
import pickle, joblib, pypmml.Model
import numpy as np
from sklearn.preprocessing import StandardScaler
from sklearn.preprocessing import OneHotEncoder
from sklearn.tree import DecisionTreeClassifier
with open('/path/to/scaler', 'rb') as f:
scaler = pickle.load(f)
with open('/path/to/one_hot', 'rb') as f:
enc = joblib.load(f)
with open('/path/to/dt_model', 'rb') as f:
model = pypmml.Model.fromFile(f)
# Data preprocessing
data = np.column_stack(data)
numerical, categorical = np.split(data, np.array([8]), 1)
X = np.hstack((scaler.transform(numerical),
enc.transform(categorical).toarray()))
# Model inference invocation
return model.predict(X)

(a) Prediction Function Definition

SELECT count(h.prop_id)

FROM (listings 1 JOIN hotels h ON 1l.prop_id=h.prop_id)
JOIN searches s ON l.srch_id=s.srch_id

WHERE h.prop_starrating > 2 AND predict(data) = TRUE;

(b) Query Data with the Prediction Function

Fig. 1. An Example of Prediction Query

data is typically stored in relational databases, such as OceanBase, PostgreSQL, and SQL Server,
deployed on commodity servers considering stability and cost-effectiveness [48, 59, 80, 81]. In
terms of performance and data compliance, supporting prediction queries inside the database has
great significance [1, 25, 28, 29] at present. According to the report of Kaggle [31], Python and SQL
remain the two most common programming languages for data scientists. It is common for database
engines to provide Python User-Defined Functions (UDFs) to express various data science tasks like
ML inference [19, 20, 23, 35, 36]. In this work, we mainly focus on the performance enhancement
for prediction queries in relational database engines with Python UDFs.

Suppose a data scientist of an online travel agency applies prediction queries on the business
data stored inside databases for decision-making. She first collects historical data and applies
the scikit-learn library to train a Decision Tree (DT) based machine learning pipeline to classify
whether a hotel will be recommended. Then, as shown in Figure 1(a), to deploy the trained DT
model into the database query engine, she specifies the prediction function definition statement.
The statement includes a Python prediction function generally consisting of inference context
setup, data preprocessing, and model inference invocation. After that, she can conduct predictive
analysis by submitting query statements with prediction function calls. The example as shown in
Figure 1(b) denotes a query counting how many hotels with a star rating of more than two will
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be recommended to clients. This query first collects satisfied data from past search listings, hotel
information, and search events through joining and filtering, then feeds the data to the predict
function to determine whether a hotel will be recommended, and finally aggregates the result.

In relational database engines, the prediction query is transformed into an operator tree for exe-
cution, and prediction functions are embedded in operators as UDF expressions. As data processed
is typically too large to fit into memory, the query executor drives each operator to process data
from disk iteratively in a batch-wise paradigm [15, 49, 53, 81]. For every iteration, each operator
fetches a batch of data from downstream operators, executes the relational operation, and finally
invokes the UDF for evaluation. In contrast to traditional SQL queries, the performance bottleneck
of prediction queries is typically in the computation process of the prediction function [36]. In fact,
running the prediction query in Figure 1(b) on OceanBase is slow, and the prediction function part
occupies 95% of the entire execution time.

In particular, there is a bottleneck incurred by impedance mismatches between prediction query
execution and database engines. First, most database engines handle prediction functions as ordinary
UDFs and evaluates the prediction function without noting the internal application semantics.
For example, Froid [66], UDO [73] and Tuplex [75] utilize compilation techniques to translate the
UDF into high-performance codes as a whole. Babelfish [23] and Velox [60] introduce unified data
representation to accelerate data exchange, which is agnostic to contents in UDFs. Despite their
performance improvements, they do not consider the prediction-specific characteristic in the UDFs.
This results in the identical inference context setup process inside the prediction function being
executed repetitively. Second, recent works [35, 64, 82] typically apply vectorized UDF execution
to reduce the overhead of language runtime switch between database engines and UDFs. Here,
the prediction function as UDF expression is invoked with a batch according to the batch size
variation pattern in database engines, rather than a desirable inference batch size which achieves
a high processing speed in ML frameworks. Consequently, it still leaves room for performance
improvement on UDFs in prediction queries.

To mitigate the impedance mismatch between prediction query execution and database engines,
we propose to employ a prediction-aware operator in the database and implement a prototype
system, namely IMBridge, in OceanBase [55, 80, 81], an open-source database system. To avoid
repetitive inference context setup, rather than asking users to rewrite the UDF manually, IMBridge
leverages inference context reuse cache. The cache stores the inference context after the first call
of ML APIs in prediction functions and automatically reuses the context for subsequent API calls.
Hence, IMBridge achieves an automatic one-off inference context setup with a 18x performance
improvement on average in comparison to OceanBase. Moreover, to maximize the benefit of
batching inference in ML frameworks, IMBridge introduces batch-aware function invocation. In
particular, IMBridge exploits a batch controller to specifically match the UDF invocation batch size
to the desirable inference batch size. By doing so, it realizes a desirable batching inference with a
further 3.96x speedup on average. Our demonstration [84] and extensive experiments ! in this paper
show that IMBridge accelerates the prediction query execution 71.4x on average over OceanBase,
and outperforms alternative solutions on PG PL/Python [61], DuckDB [16, 65], MADIib [25], and
EvaDB [79], by orders of magnitude.

In the remainder of this paper, we highlight the motivations for IMBridge in Section 2 and make
the following contributions.

e We propose runtime inference context reuse cache in Section 3, to achieve automatic one-off
inference context setup.

10pen source at https://github.com/IM-DM4AI/IMBridge_exp
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Fig. 2. Repetitive Inference Context Setup

e We propose batch-aware function invocation in Section 4, which enables desirable batching
inference on prediction functions.

e We discuss the implementation of IMBridge in OceanBase as well as the extension to other
database engines in Section 5.

e Our experimental studies in Section 6 demonstrate IMBridge significantly outperforms the
state-of-the-art solutions.

In addition, we introduce related works in Section 7 and conclude our work in Section 8.

2 Motivation

We highlight the motivation for one-off inference context setup and desirable batching inference in
Section 2.1 and 2.2 respectively.

2.1 Repetitive Inference Context Setup

In contrast to traditional relational queries, the data processing logic in prediction queries is scattered
between relational operators and prediction functions. Since there are semantic differences between
relational computation and ML inference, each part processes data in its own context. While the
context of relational computation is maintained by the database engines, UDF-based prediction
functions contain an indispensable routine of setting up the inference context to enable performing
predictions under this context. Typically, the inference context setup routine is implemented by
users through a set of predefined application program interfaces (APIs) provided by existing ML
frameworks [46]. The APIs generally include importing library dependencies, loading trained
models from storage, constructing the model object in memory, and allocating runtime resources.
For instance, the inference context setup of the predict function in Figure 1(a) refers to importing
ML frameworks and loading preprocessors and models from external files through the pickle,
joblib, and pypmml library. Given the identical parameters, the inference context setup code in
Figure 1(a) is deterministic since it performs the same operation and returns the same context.
We take an experiment to demonstrate the overhead of inference context setup in prediction query
execution. We run the prediction query of Figure 1(b) on the Expedia dataset [38] in OceanBase
with various table sizes and deploy the Decision Tree (DT) model with scikit-learn (Sklearn) and the
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Fig. 3. Undesirable Batching Inference

Logistic Regression (LR) model with ONNX Runtime (ORT) in two prediction functions respectively.
For each experiment, we log the number of prediction function evaluations and the total elapsed
time of inference context setup. As shown in Figure 2(a), we observe that both the number of
prediction function evaluations and the total elapsed time of setting up the inference context in
the database increase as the table size scales up. In particular, Figure 2(b) illustrates that the total
elapsed time of inference context setup displays a positive correlation relative to the number of
prediction function evaluations.

Due to the deterministic and identical context setup codes, there is a repetitive inference context
setup when evaluating prediction functions in the current database engine, which results in
significant overhead. It motivates us to design a prediction-aware operator for UDF evaluation to
eliminate the overhead of repetitive inference context setup, so as to achieve a one-off inference
context setup and accelerate the execution of prediction queries.

2.2 Undesirable Batching Inference

The efficiency of prediction function execution, which is essential for prediction queries, is deter-
mined by its processing speed. Given a specific prediction function PF, we define its prediction
processing speed PPS(PF) as the number of tuples that complete the inference per second. Most
ML frameworks are optimized for batch processing [12, 13] since batching increases the processing
speed by improving resource utilization and exploiting existing high-performance computation
techniques such as BLAS libraries, SIMD instructions, and GPU acceleration. In general, the input
batch size affects the PPS(PF) to a different degree.

When running prediction queries as mentioned in Section 2.1, the query engine of OceanBase
invokes the prediction function according to the UDF invocation batch size (FIBS), i.e., the batch
size of data tuples input to the UDF expression for computation. Figure 3(a) illustrates the FIBS
for the prediction function in the first to the sixth iteration, as an example, during the iterative
execution process in the vectorized iterator model [34] of OceanBase. Although OceanBase sets
256 as the default runtime vector size in the system-level configuration, the FIBS still fluctuates
frequently during execution. The database system usually invokes the prediction function with
the FIBS less than 256. On the other hand, we measured the impact of batch size to PPS with the
aforementioned models. As depicted in Figure 3(b), compared to the FIBS that appeared in database

Proc. ACM Manag. Data, Vol. 3, No. 3 (SIGMOD), Article 189. Publication date: June 2025.



189:6 Chenyang Zhang, Junxiong Peng, Chen Xu, Quanging Xu, and Chuanhui Yang

- ~ — — & Iterative Control Flow

hotels

Fig. 4. Prediction Query Execution Plan of Listing 1

engines, the PPS with a batch size of 2048 for DT and 1024 for LR achieve a higher PPS respectively.
Consequently, the batch size applied in the database engine leads to an inefficient execution of the
prediction function.

Hence, there is an undesirable batching inference problem when invoking prediction functions,
which results in a low processing speed. It motivates us to design a prediction-aware operator for
inference execution to match the FIBS to a batch size with a high PPS, so as to realize a desirable
batching inference and reduce the execution time of prediction queries.

3  One-off Inference Context Setup

In this section, we introduce manual inference context reuse in Section 3.1. We propose automatic
inference context reuse to achieve the one-off inference context setup in Section 3.2.

3.1 Manual Inference Context Reuse

Given an in-database predictive analytical workload, the prediction query is expressed using SQL,
and prediction functions are implemented as Python UDFs. We take the execution plan of Figure
1(b) as an example to elaborate on the general characteristics of prediction query execution in
database engines. When the SQL and the prediction function are submitted to the query engine, they
will be transformed into an execution plan. As shown in Figure 4, the execution plan is generally a
tree of operators and can be split into two parts: the relational and prediction parts.

The relational part is the operator nodes evaluation process, which also controls the data flow.
There are two prevalent implementation paradigms for query execution in database engines, i.e.,
pull-based and push-based paradigms [71, 77]. Specifically, both paradigms realize inter-operator
control by implementing common control interfaces. At runtime, the query engine drives the
cascade operators iteratively for computation. For instance, the pull-based paradigm is widely
used in popular database engines like PostgreSQL and OceanBase. Operators in this paradigm
are implemented as nested iterators. Each operator refers to its child nodes and calls the next ()
method to pull the data until the has_next () method returns false. During execution, the query
engine iteratively calls the next () method of the root node, e.g., the sink node in Figure 4, to get
query results until the tuples returned from downstream operators are exhausted.

The prediction part is the UDF expression evaluation process embedded in a certain operator, e.g.,
predict in the selection operator, which performs specific computations following the iterative
control flow of operators. The prediction function codes include inference context setup, data
preprocessing, and performing the ML inference. For each evaluation, the inference context is set
up at the beginning of the prediction function. This routine makes preparations for the inference
environment and returns a series of context variables after calling the APIs provided by ML
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CREATE PYTHON_UDF predict(data)
RETURNS INTEGER {
# Execute at the PF Initialization Stage
def __init_ (context):
# Inference context setup
import pickle, joblib, pypmml.Model
import numpy as np
from sklearn.preprocessing import StandardScaler
from sklearn.preprocessing import OneHotEncoder
from sklearn.tree import DecisionTreeClassifier

with open('/path/to/scaler.pkl’, 'rb') as f:
context.scaler = pickle.load(f)

with open('/path/to/one_hot_encoder.pkl', 'rb') as f:
context.enc = joblib.load(f)

with open('/path/to/dt_model.pkl', 'rb') as f:
context.model = pypmml.Model.fromFile(f)

# Execute at the PF Computation Stage
def __call (context, data):
# Data preprocess
data = np.column_stack(data)
numerical, categorical = np.split(data, np.array([8]), 1)
X = np.hstack((context.scaler.transform(numerical),
context.enc.transform(categorical).toarray()))
# Invoke model inference
return context.model.predict(data)

Fig. 5. Staged Prediction Function Evaluation

frameworks [46]. Then, the rest of the prediction function program can perform other operations
by using these context variables. In general, the APIs for inference context setup are typically
deterministic and accept identical parameters as input for each evaluation. Hence, the inference
context setup codes will perform the same operation and return the same value per iteration. As a
consequence, this holistic UDF evaluation paradigm leads to the significant overhead of repetitively
setting up the identical inference context.

Since the inference context setup process is invariant during the iterative execution process,
hoisting them outside the entire query loop program and executing them only once to avoid
repetitive operations is beneficial. It is a straightforward idea to let users identify the inference
context setup codes and move them to the start of the iterative query execution. Accordingly, recent
works, e.g., SQL Server [67], SparkSQL [5, 74] and EvaDB [32, 79], introduce staged prediction
function evaluation. Instead of evaluating the prediction function holistically, this approach divides
the prediction function (PF) evaluation process into two stages, i.e., the PF initialization stage and
the PF computation stage, with a specialized stage-aware user interface. The PF initialization stage is
executed only once before query execution, whereas the PF computation stage is executed during
the iterative execution process.

As shown in Figure 5, the stage-aware function interface divides the prediction function into
two methods: a context initialization method __init__, and an evaluation method __call__. This
interface enables users to put the identified inference context setup codes into the __init__ method,
which is executed at the PF initialization stage. The operator will also pass the context instance as
function parameters to the __call__ method so that users are able to obtain the variables defined in
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the __init__ method at the PF computation stage. The operator will evaluate the __call__ method
at the PF computation stage, which contains the codes that perform the actual prediction process
such as preprocessing and ML inference. With this stage-aware interface, users can manually place
inference context setup codes at the PF initialization stage to ensure one-off inference context setup.
At the the PF computation stage, the rest of the UDF codes are executed iteratively reusing the
initialized context. Clearly, this manual staged evaluation approach avoids the repetitive inference

context setup.

3.2 Automatic Inference Context Reuse

Although the staged prediction function evaluation achieves the one-off inference context setup,
it is clear that this approach requires users to rewrite the original function codes to the above
stage-aware interface form manually. For example, to rewrite the codes in Figure 5, users have to add
two lines of code (LOCs) for implementing two functions and modify six LOCs. In particular, a new
variable of context is employed for context setup and prediction. This rewriting process imposes an
extra effort on the users and is also error-prone. In addition, as the number of prediction models used
in the UDF increases and the control logic of user-defined codes becomes complex, this process will
become more intricate. Especially for the deployed functions, users have to manually modify every
function with sophisticated programming skills and ensure that the rewriting process achieves the
same results as the original query. This motivates us to seek an approach that automatically reuses
the initialized inference context in the prediction function.

3.2.1 Challenges of Automatic Inference Context Reuse. Intuitively, a natural extension to achieve
automatic inference context reuse is to have a prediction function rewriter. It transforms user
codes into the stage-aware interface form and exploits the existing staged evaluation mechanism.
According to the semantics of staged prediction function evaluation, the rewriting problem can be
formulated as a classical Loop Invariant Code Motion (LICM) problem [2] in programming language
(PL) optimization. The original LICM algorithm detects loop invariant codes and moves them
outside the loop to avoid redundant processing through static code analysis. However, there are
two challenges to resolving the automatic inference context with this static analysis approach.
Challenge 1: Diverse Prediction Function Codes. The general practice to implement the LICM
algorithm is translating the whole Python UDF codes into an intermediate representation (IR) and
then searching and hoisting the loop invariant codes by running the LICM algorithm on the IR.
Traditional static analyses typically work on low-level IRs (e.g., LLVM IR [39, 73, 75] and MLIR
[30, 40]), which requires compiling all the Python language features into the low-level IRs for each
prediction function. Another idea for the LICM problem is performing static analysis directly on
the abstract syntax tree (AST) or byte code of Python codes. Nevertheless, the codes in prediction
functions are rather diverse with arbitrary ML framework combinations and high-level language
features, which makes compiling or analyzing the whole Python UDF codes challenging [4, 75, 83].
This is consistent with the situation that current Python static analyzers [18, 52] only provide
limited programming advice and do not offer LICM optimization.

Challenge 2: Ambiguous Type and Value Information. When focusing on analyzing the
inference context setup codes, the complicated Python language features [7, 43, 51] also lay a
challenge for obtaining accurate types and value-variation patterns required by the LICM algorithm.
First, it is impractical to obtain the exact data types that a program will manipulate without
runtime information as Python is a dynamically typed language. Second, value-variation patterns
of variables used in the inference context setup process are difficult to determine without running
the code, since all variables in Python are object references and every operation in the code may
mutate the value of the variable. Some operations in Python are even non-deterministic and return
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Fig. 6. Runtime Inference Context Reuse Cache

different values for each execution. Consequently, the lack of accurate types and value-variation
patterns hinders the capture of semantics through static analysis.

In general, rewriting the prediction function via static analysis is infeasible. Hence, we propose a
novel runtime inference context reuse cache in our prediction-aware operator to achieve the one-off
inference context setup automatically.

3.2.2 Runtime Cache-based Inference Context Reuse. As depicted in Figure 6, our prediction-aware
operator binds an inference context reuse cache for each prediction function. The inference context
reuse cache consists of an ML API detector and an inference context object-store. In particular,
the ML API detector ensures that the prediction-aware operator detects the target ML API call
during the evaluation of the prediction function. When the inference context setup API is called,
the prediction-aware operator will first check the reuse opportunity by looking up the inference
context object store with the detected ML API and arguments. If the context has already been set
up, our prediction-aware operator will reuse it for subsequent operations in the prediction function.

Rationale 1. Despite the user-defined Python codes within each prediction function being diverse and
complex, the ML APIs used for inference context setup are limited and deterministic.

To address Challenge 1, it is necessary to analyze the general pattern of ML APIs. Typically,
the ML APIs are provided by ML frameworks. According to the survey from [31] and [62], 80% of
real-world user-defined codes adopt around ten ML frameworks. Based on our observations of API
documents, each ML framework contains at most three APIs for inference context setup. Thus, we
only need to mark and detect the limited APIs without compiling or analyzing the whole Python
prediction function. Also, following the convention of ML framework developers, APIs used for
inference context setup are deterministic and the rest of the UDF codes do not mutate the object
returned from these APIs. Hence, we can safely cache the context object after detecting the first
API call and reuse it for subsequent calls without changing the original semantics of the prediction
function. Accordingly, we define ML APIs as detection rules (API pattern strings) to identify an API
provided by the ML framework. For example, to mark the pickle.load as the target API for reuse,
the ML API detector takes string "pickle.load" as input and exploits the reflection mechanism
to load the load function from the pickle module as a Python object in memory at runtime. Note
that this detection rule mechanism is highly extensible for different ML frameworks. We currently
have supported ML APIs from various prevalent ML frameworks like scikit-learn, XGBoost, and
ONNX Runtime in our ML API set.

Rationale 2. Despite the complicated language features making the type and value information
ambiguous to analyze, they are determined when passing arguments to ML APIs at runtime.
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Algorithm 1 Automatic Inference Context Reuse

Input: Python Env. interp and ML API detection rule set rules
1: // Initialize the cache when interp starts up
2: store «— an empty map|[ml_api, map|[args, context]]
3: // Inject reuse_callback into interp as import hooks
4: for rule in rules do
5 hook « generate_hook(rule, reuse_callback)
6 register_import_hook(interp, hook)
7: // Trigger the reuse_callback whenever ML APl is called
8: function reuse_callback(called_func, called_args)
9 sub_store « find_by_key(store, called_func)

10: if sub_store not found then

11 context « called_func(called_args)

12: store[called_func][called_args] < context

13: else

14: context « find_by_key(sub_store, called_args)
15: if context not found then

16: context « called_func(called_args)

17: store[called_func][called_args] < context
18: return context

To address Challenge 2, we can leverage this characteristic to obtain the accurate data type and
value information at runtime for reuse checking. In particular, reuse checking is performed right
when the ML API is called, where the exact types and values of the API and called arguments are
determined at this point. For instance, the type and value of f for loading the scaler appeared
in Figure 1(a) is determined to be a file handler object when passing to the pickle.load ML APL
Hence, it is desirable to cache the scaler object with the determined arguments and check for
reuse right next time pickle.load is called. Since the pickle.load API is deterministic, and the
rest of the codes do not change the scaler object, the result of the prediction function is the same
as the original codes after reusing the scaler object.

To automate the reuse process without user perception, we need to obtain the target ML API,
inject the reuse checking logic into the ML API, and substitute the original ML API with the
injected API dynamically at runtime. The detailed process of our automatic inference context
reuse is shown in Algorithm 1. First, the inference context object store is initialized as a key-value
map when the Python language environment starts up (Line 2). The key-value map will store ML
API, called arguments as keys, and returned context objects as values. To support fast lookup, we
implement it as a hash table. After that, the ML API detector accepts the detection rules, injects the
reuse-checking logic into the target ML APIs, and leverages "monkey patching" [22] to achieve the
injected API substitution.

Whenever the target ML API is called during query execution, the reuse_callback is triggered
to perform the reuse check. We look up the inference context object store with the called API
called_func (Line 9) and called arguments called_args (Line 14). The called_func is a function
reference and the called_args is all the types of objects accepted by the ML API. Note that we use
different key-equality determination methods for called_func and called_args. Specifically, two
called_func are considered equal (is) if they are the same reference since ML APIs are typically
object instances with a unique reference ID. Two called_args are deemed as equal (==) if they have
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the same value since called_args are typically different references for each iteration with the same
value. For example, pickle.load is a function with a unique reference, and two file objects are
considered equal (==) if their path attributes are equal (==). Besides, the ML APIs from ONNX
Runtime, e.g., InferenceSession, allows users to pass an option object to tune the inference
performance [56]. In this case, our reuse cache will consider that two option objects are equivalent
if all their attributes are equal. Furthermore, if the sub_store or context object is not found in
the store, we will execute the called_func with called_args to obtain the context and update the
inference context store (Line 12 and 17). Otherwise, we will return it straightly.

Since the inference context setup is only executed once according to the above reuse process, our
inference context reuse cache automatically achieves the one-off inference context setup without
modifying user codes. It is also worth noting that our method can be implemented as a standalone
module agnostic to specific database engines. Integrating this method into database engines only
requires importing the reuse module with only a few lines of code. Thus, database developers do
not have to re-implement the execution process of relational operators in the execution engine to
support the staged prediction function evaluation.

3.2.3  Discussion. Rationale 1 sets a boundary of optimization effectiveness for our automatic
reuse cache. Specifically, we have an ML API detection rule set for APIs satisfying this claim as
a precondition check. Our approach has no impact on the called ML API which is not in this set.
Clearly, this approach has the drawback that the optimizations are determined by the completeness
of this API set. However, extending the rule set is an internal implementation detail for IMBridge
without user perception.

4 Desirable Batching Inference

In this section, we analyze the disadvantage of batch-oblivious function invocation in database
engines in Section 4.1 and depict batch-aware function invocation by which IMBridge achieves the
desirable batching inference in Section 4.2.

4.1 Batch-oblivious Function Invocation

Modern database engines commonly utilize the pipeline mechanism to accelerate query execution
[41, 50]. In this mechanism, the query plan is partitioned into a set of query pipelines and each query
pipeline comprises a sequential chain of operators. On the pipeline, each upstream operator can
launch the computation without the requirement for the downstream operator to finish computing
the full amount of data. The query engine avoids materializing the intermediate data by transferring
data in a sequence of batches between operators iteratively within a pipeline. Correspondingly,
operations that require the materialization of intermediate data, e.g., hash table building in JOIN,
are defined as pipeline breakers.

4.1.1  Drawback of Batch-oblivious Invocation. Current database engines invoke the prediction
function according to the FIBS defined in Section 2.2, which is determined by the batch size variation
pattern on a query pipeline. Similar to the Unit of Transfer (UoT) concept from [14], we define the
inter-operator transfer batch size (TBS) as the batch size of tuples transferred between adjacent
operators. Here, TBS describes the data-flow behavior across operators. The database engine has
a design space based on how to define the TBS. For example, the TBS of classical tuple-at-a-time
engines like PostgreSQL and SQLite [21] is fixed to 1. The TBS of vectorized engines, such as
DuckDB [15], SparkSQL [74], ClickHouse [10, 69], and OceanBase, are typically empirical values
set by engineers. As the initial batch size is independent across pipelines, we only need to focus on
the batch size variation pattern within a single pipeline to analyze the FIBS of a prediction function.
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Fig. 7. Batch-oblivious Function Invocation

Given a query pipeline, the FIBS is constrained by the initial batch size, which is decided by a
system-level parameter of database engines. In general, this parameter is defined diversely but
behaves similarly in different database engines, thereby we denote it as 6, where TBS < 6. For
example, OceanBase defines the parameter 6 called rowsets_max_rows considering the block size of
the storage layer. In particular, 6 sets an upper bound of TBS, where all the data batches transferred
between operators are restricted to not exceed this parameter on the query pipeline. In addition
to the configuration of the initial batch size, the FIBS is also affected cumulatively by the change
in batch size from operations, e.g., the selection predicates and join conditions [54], before that
UDF. In Figure 7, we take the execution plan of Figure 1(b) in OceanBase as an example. We focus
on the query Pipeline C to analyze the variation pattern of the FIBS since the predict prediction
function is embedded in the selection operator of this query pipeline. For each iteration, the initial
batch size of this pipeline is 256 following the default 6 in OceanBase. Then, the subsequent two
join conditions will decrease the TBS. Since predict=TRUE is the only predicate of this selection
operator, the FIBS of the predict function is equal to the TBS transferred to the selection operator.
In conclusion, the variation of batch size imposed by the operations previously to the predict will
make its FIBS less than 256 frequently per iteration.

As mentioned in Section 2.2, the input batch size affects the PPS of the prediction function PF
substantially. We measure the total elapsed time spent on executing the PF as )., ﬁ,
where bs; is the FIBS of i-th PF invocation, and n is the number of invocations for PF. Typically,
there is a Desirable Inference Batch Size (DIBS), denoted as bs*, that maximizes the PPS(PF) for a
specific prediction function, i.e., PPS(PF, bs;) < PPS(PF, bs*). In particular, the DIBS varies widely
for various prediction functions with different ML frameworks and models. Here, the total elapsed
time spent on executing the PF is }77; W, where m is the number of invocations for PF
with desirable batch size.

Considering that Y\1 | bs; = Y%, bs*, which means the same total number of processed tuples,
we have

m *
Z bsl > Z bsl _ Z bs .
£ PPS(PF,bs;) ~ 44 PPS(PF,bs*) ~ 4 PPS(PF, bs")
Clearly, the total elapsed time of PF execution with desirable inference batch size is lower than
that with undesirable inference batch size. Hence, it is necessary to ensure that the PF is invoked

only if the input size meets desirable batch size to achieve an efficient batching inference.

4.1.2 Mitigating the Undesirable Batching Inference. An intuitive method for mitigating the unde-
sirable batching inference in database engines is to acquire a DIBS outside the database and tune
the 6 to make the FIBS close to the DIBS. However, setting the 6 parameter according to the DIBS
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is inflexible in current database engines. For engines that apply the tuple-at-a-time execution, the
0 is fixed to 1 by the system design, thereby tuning this parameter is infeasible. For engines that
leverage the vectorized execution, an identical 6 is adopted for each query in the system. Adjusting
the 6 will affect all queries in the system. Moreover, some database engines, like DuckDB [15], even
set the 6 in kernel codes, which requires recompiling the kernel for parameter change every time.
Besides, the cumulative effect on the query plan will make the final FIBS not match the DIBS, which
we will showcase in Section 6.3. Thus, it is necessary to introduce a DIBS-aware batch control
mechanism to achieve a desirable batching inference.

4.2 Batch-aware Function Invocation

According to the above analysis, the main reason for the mismatch between FIBS and the DIBS of
prediction functions is the lack of a control logic specifically for batch-size manipulation among
existing operators in database engines. To address this issue, we introduce the batch-aware function
invocation as another core design of the prediction-aware operator in IMBridge. As shown in
Figure 8, instead of attaching the predict function to the original selection operator, we explore a
prediction-aware selection operator on the query plan holding the original semantics. The operator
maintains an independent DIBS parameter to meet the performance requirements, e.g., 2048, of
the predict function. Also, we propose a specific batch controller to decide when to invoke the
prediction function considering the DIBS. The batch controller ensures that the FIBS satisfies the
DIBS for each prediction function invocation to keep a high PPS. Moreover, we add a batch adapter
to interact with subsequent operators in the query execution plan.

4.2.1 Batch Controller for Prediction Functions. Algorithm 2 depicts how IMBridge controls the
batch size according to the TBS transferred from the previous operator. Given a prediction function
PF and its DIBS, let batch; be the data batch transferred from the adjacent operator for the i-th
iteration of execution of the query pipeline. The batch controller consists of a buffer to hold the
intermediate data in memory temporarily. Typically, this buffer is a ring-queue-based buffer that
manages the data in a FIFO manner to ensure the ordering semantics when order operations such
as ORDER BY appear in a query. Also, the batch controller maintains two states, BUFFERING and
SLICING to trigger different operations for the prediction-aware operator. Initially, the buffer is
empty and the controller is at the BUFFERING state (Line 2-3). Based on the current state of the
batch controller during the iterative execution process, we present the control logic in the following
two cases.

Buffering State. When the batch controller is at the BUFFERING state, the intermediate data stored
in the buffer is less than the desirable inference batch size, i.e., len(ctrl.buf fer) < bs*. This indicates
that the batch size is insufficient to invoke the prediction function. Thus, the batch controller has
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Algorithm 2 The Process of Batch Control

Input: Prediction Function PF and its DIBS bs*
1: // Initialize the batch controller ctrl before query execution

2: ctrl.buf fer « an empty queue
3: ctrl.state « BUFFERING
4: // Perform control on batch; according to the state of ctrl
5. switch ctrl.state do
6: case BUFFERING:
7 ctrl.buf fer.push(batch;)
8 if len(ctrl.buf fer) >= bs* then ctrl.state < SLICING
9 else ctrl.state < BUFFERING
10: Request for the next batch batch;,
11: case SLICING:
12: for i = 0 to len(ctrl.buf fer) | bs* do
13: slice « ctrl.buf fer.pop_front(bs*)
14: Invoke PF with slice and do batch adapt
15 ctrl.state < BUFFERING
16: Request for the next batch batch;;

17: // Drain the rest of batch in the buffer at last

18: procedure final_execute

19: for i = 0 to [len(buf fer)/bs*] do

20: slice « ctrl.buf fer.pop_front(bs*)

21: Invoke PF with slice and do batch adapt

to continue storing the batch; transferred from downstream in the back of the buffer (Line 7). Note
that we design the FIBS of the prediction function to conform to bs* strictly. Thus, the controller
state will switch to BUFFERING or SLICING state depending on the buffer size after en-queuing
batch;. Whenever the buffer size is no less than the bs*, the controller state will immediately switch
to SLICING (Line 8), indicating that the prediction-aware operator is able to invoke the prediction
function for further computation. Otherwise, the controller state will switch to BUFFERING (Line 9)
and the prediction-aware operator will request its child operator for more data batches (Line 10).
Typically, query operators in database engines all implement the same interfaces. Hence, we are
able to leverage this characteristic to fetch the next data batch, i.e., batch;,1, from downstream.
Slicing State. When the batch controller is at the SLICING state, the intermediate data stored
in the buffer is more than the desirable inference batch size, i.e., len(ctrl.buf fer) > bs*. This
indicates that the batch size is compliant for invoking the prediction function. Accordingly, the
prediction-aware operator will slice the data for function invocation. In particular, the operator
will pop the data batch with suitable segments from the front of the buffer and feed them to the
prediction function (Line 12) sequentially. Note that our prediction-aware operator will compact
each slice into a vector with continuous memory layout before prediction function invocation to
support vectorized UDF execution, since the data in the buffer may come from different iterations.
This compaction process is the main overhead for introducing the batch control. The slicing process
will continue until the data remaining in the buffer does not satisfy the bs*. Finally, the controller
state will switch to BUFFERING and the prediction-aware operator will request for the next batch as
the buffer size does not meet the bs* requirement at this moment.
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To ensure that all the data is processed by the operator, the batch control mechanism also
contains a draining process to flush the data remaining in the buffer after the downstream operator
is exhausted (Line 18). In particular, the operator will also pop and process the data slice by slice
until the buffer becomes empty.

Instead of an unpredictable FIBS constrained by the batch size variation pattern of database
engines, the FIBS in IMBridge is guaranteed to be bs*, suggesting PPS(PF, bs;) = PPS(PF, bs*) and
a much lower total time for prediction function execution. Hence, IMBridge is able to achieve a
desirable batching inference through the batch-aware function invocation mechanism.

4.2.2 Batch Adapter for Subsequent Operators. Note that our operator is designed as a regular
operator compatible with other database engine operators. The operator can be used in arbitrary
queries also further processing the result, e.g. the AGGREGATE operation in Figure 1(b). Since the
TBS of other operators is designed based on the constraint of 6 in database engines, we add a batch
adapter into the prediction-aware operator in IMBridge to transfer the amount of data required by
its adjacent operator for the compatibility consideration (Line 14 and 21). In particular, the batch
adapter will store the results temporarily and transfer the results on demand to ensure that the
transferring results do not violate the 8 setting.

5 System Implementation

We have implemented IMBridge in OceanBase [55, 80, 81]. As illustrated in Figure 9, the query
compiler of IMBridge first parses the prediction query to an AST and resolves it with the schema.
It also extracts the prediction function expression using the prediction function extractor. The
prediction function planner identifies the prediction function expression and binds the Python
UDF metadata to the logical query plan. Then, the execution plan generator takes the query logical
plan and generates the query execution plan with the prediction-aware operator. During execution,
IMBridge automatically reuses the inference context from the cache and evaluates the prediction
function according to the desirable inference batch size with the batch-aware controller.

We inherit the base class of physical operators in OceanBase as a startup and register the
prediction-aware operator to the query planner and executor. Based on this approach, we can
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Table 1. Experimental Prediction Queries

ID Use Case Dataset Model  Frameworks

Q1 Rank Prediction Expedia DT ORT

Q2  Codeshare Prediction Flights RF Sklearn

Q3 Fraud Detection Credit Card  GBDT XGBoost

04 Locsllsliflzher TPC-H MLP PyTorch

Q5 Returned ltem TPC-H GBDT  LightGBM
Reporting

Q6 Sales Forecasting TPCx-Al HW Statsmodels

Q7 Spam Detection TPCx-Al NB Sklearn

Q8 Product Rating TPCx-Al CF Surprise

SELECT predict(data), <Projectionl>, <Projection2>, ...

FROM (listings 1 JOIN hotels h ON l.prop_id=h.prop_id)

JOIN searches s ON l.srch_id=s.srch_id

WHERE <Predicatel> AND <Predicate2> AND <Predicate3> AND ...;

Fig. 10. SPJ-based Query Template on Expedia Dataset

reuse common data processing methods like data fetching and transferring. We also implement
parallel prediction query execution with the volcano exchange operator [6, 60]. Specifically, the
inference context reuse cache is integrated as a standalone Python module and pre-imported when
the Python environment is initialized at the launch time of OceanBase. In addition, we implement
a heuristic-based desirable inference batch size estimator as an independent plugin for IMBridge.
The estimator collects efficiency statistics for each prediction function invocation and searches for
the DIBS employing an additive-increase scheme inspired by the batch-size tuning scheme adopted
in inference servers [3, 11, 12]. With the estimator, IMBridge will automatically obtain a DIBS at
runtime and cache it for future reuse. Also, users can disable the estimator and manually specify a
DIBS when creating the prediction function.

Extension to Other Database Engines. OceanBase represents the pull-based paradigm, a.k.a,
iterator model. Thus, extending IMBridge to database engines with this paradigm, e.g., PostgreSQL,
SQLite [21] is similar to the above discussion. For databases like ClickHouse [10], DuckDB [65],
and PolarDB [78] that exploit the push-based paradigm, operators are deemed as consumers and
producers. Taking our implementation atop DuckDB as an example, the query executor iteratively
drives the leaf nodes to push data to the root node by calling the source and sink interface during
execution. The push-based paradigm also embeds the prediction function in a certain operator. Thus,
we can port the inference context reuse cache to the push-based execution engine by importing
our cache module similarly in the DuckDB Python extension. The core logic of the batch-aware
controller in batch-aware function invocation is how to fetch the next batch. Different from the
pull-based paradigm, the push-based operator cannot directly request the next batch from its
downstream operator as the data is pushed from the bottom to up. Hence, it is indispensable to
extend the push-based operator by proactively sending requests to the query executor to schedule
leaf operators to push the next batch.
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6 Experimental Studies

In this section, we show the experimental setting in Section 6.1. Then, we study the efficiency of
IMBridge in Section 6.2 and Section 6.3. In addition, we make a further discussion in Section 6.4.

6.1 Experimental Setting

We run all experiments on a server node with Intel(R) Xeon(R) Gold 6240R CPU @ 2.40GHz (48
physical cores) with 64 KB, 1024 KB, and 36608 KB L1, L2, and L3 caches, 128 GB DDR4 RAM and a
24 TB AVAGO MR9361-8i RAID Controller. The software stack comprises Ubuntu 20.04, Python
3.11, OceanBase Paetica 4.3 [80], EvaDB 0.39 [32], PostgreSQL 15.5, DuckDB 0.10.1, and MADIib
2.1.0 [25].

Datasets. We use two kinds of datasets in our experimental studies.

e Publicly Available Datasets: We use publicly available datasets, including Expedia?, Flights?, and
Credit Card?, to discuss the optimization effects. All the selected datasets are widely used in
data science tasks [20, 59, 75]. Since the original size is small, we scale the sizes of these datasets
to about 45M-65M rows (after joining) by replicating each dataset several folds following the
experiments in Raven [59] and YeSQL [20].

e Benchmark Datasets: We use benchmark datasets from TPCx-Al [9] and TPC-H to evaluate the
optimization effects and usability in typical industrial scenarios. We exploit the scale method in
TPC toolkits and set the scale factor to 10 (SF=10) by default.

Prediction Queries. A Prediction query is composed of both SQL and prediction functions, thereby
we choose workloads as follows:

o SPj-based Queries (Q1-Q3): Following Raven [59], the prediction queries we adopt on publicly
available datasets are SPJ-based queries generated from basic Select-Project-Join SQL templates.
As depicted in Figure 10, Q1-Q3 consist of the prediction function and one or two projections at
the SELECT clause. The predicates in the WHERE clause range from one to six. As summarized in
Table 1, we use various models and ML frameworks for prediction functions to showcase the
variety of workloads that IMBridge boosts. We pick typical ML models widely used in relational
data [31], namely Decision Tree (DT), Random Forest (RF), and Gradient Boosting Decision Tree
(GBDT) with prevalent ML frameworks to perform prediction tasks on publicly available datasets.
For the prepossessing step, we use a standard scaler to normalize the numerical columns and a
one-hot encoder to encode the categorical columns.

e TPC-H-based Queries (Q4-Q5): We further conduct experiments for decision support scenarios
using TPC-H-based queries. To construct Q4, we select the query of local supplier volume in TPC-
H and add prediction function into the WHERE clause to predict the order priority. To construct
Q5, we pick up the query of return item reporting in TPC-H and add prediction function into the
WHERE clause to predict whether an user will return an item. Besides, we employ Multi-Layer
Perceptron (MLP) and GBDT as the models used in the Python UDFs with the PyTorch and
LightGBM frameworks in Q4 and Q5 respectively.

o TPCx-Al-based Queries (Q6-Q8): We also conduct experiments using TPCx-Al-based queries with
more complex queries representing ML scenarios. For example, Q8 uses the score prediction
function and rank () window function to recommend top-10 items for each user. In particular,
we rewrite the original pandas-based Python codes to equivalent SQL-based queries. We extract
prediction functions from the use cases in TPCx-Al, namely Holt-Winters (HW), Naive Bayes

Zhttps://adalabucsd.github.io/hamlet.html
Shttps://www.kaggle.com/datasets/mlg-ulb/creditcardfraud
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(NB), Collaborative Filtering (CF) with Sklearn, Statsmodels [76], and Surprise [27], and rewrite
the serving process to equivalent Python UDFs.

In the following, we study the efficiency of IMBridge primarily based on our implementation
in OceanBase. We compare it with existing Python UDF solutions and also provide a study on
extending the implementation of IMBridge on DuckDB. It is worth noting that compile-time UDF
optimization techniques using IR, like UDO [73] and Tuplex [75], are not included, since they are
orthogonal to our runtime optimization of IMBridge.

6.2 Efficiency of One-off Context Setup

In this section, we study the performance of the one-off inference context setup. Also, we demon-
strate the overhead reduction and impact of model sizes for setting up the inference context.

6.2.1 End-to-End Execution Time. We enable the automatic one-off inference context setup in
IMBridge, denoted as IMBridge (cache, 8 = 256), which employs inference context reuse cache.
Differently, Oceanbase explores holistic prediction function evaluation and provides an interface for
manual inference context reuse. We also set § = 256 in OceanBase and denote them as OceanBase
and OceanBase (manual) respectively.

As depicted in Figure 11, IMBridge (cache, 6 = 256) achieves 18.04x improvements on average
against OceanBase and only has a 3.4% performance gap on average against the manual reuse
approach, i.e., OceanBase (manual). The performance improvements of the one-off inference context
setup vary widely across various model types and ML frameworks. Simple model like MLP takes
only a little time to perform the inference context setup. For Q4, IMBridge (cache, 6 = 256) is only
2.1x faster than OceanBase. For ensemble forest models like RF and GBDT used in Q2, Q3, and
Q5, IMBridge (cache, § = 256) achieves a 1.7x-9.4x speedup over OceanBase. For Q6-Q8, IMBridge
(cache, 6 = 256) even achieves 6.4x, 94.8x, and 243.3x speedup over OceanBase, respectively. This
is because the size of the models in TPCx-Al-based queries is larger than those of other queries.
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In particular, Q6 contains multiple time series models, Q7 contains a TF-IDF token table, and Q8
contains a huge collaborative matrix. Thus, IMBridge (cache, 8 = 256) achieves a significant speedup
over OceanBase for TPCx-Al-based queries.

In general, IMBridge is able to speed up query execution significantly across various workloads
since it reuses the initialized inference context automatically.

6.2.2 Overhead of Inference Context Setup. To demonstrate the effect of inference context reuse
cache, we measure the total elapsed time of inference context setup in OceanBase, OceanBase
(manual), and IMBridge (cache). Figure 12 shows the overhead of inference context setup on four
representative prediction queries. In general, IMBridge (cache) has a 96.2%-99.9% reduction of
the elapsed time of inference context setup over OceanBase, and OceanBase (manual) achieves
a 99.6%-99.9% reduction over the original OceanBase for all four queries. The performance gap
between IMBridge (cache) and OceanBase (manual) is around 64.3% on average, since our reuse
cache method introduces a minor extra cache lookup overhead for each iteration. Also, the inference
context setup time of both IMBridge (cache) and OceanBase (manual) only accounts for a small
portion of the whole query execution time. In summary, the above results indicate that IMBridge
achieves comparable performance to the manually rewritten codes for one-off inference context
setup with the inference context reuse cache.

6.2.3 Impact of Model Size. Since the model loading process affects the inference context setup
time greatly, we study the impact of model size on the inference context reuse cache by evaluating
the speedup of IMBridge (cache) over OceanBase. In particular, we tune the number of trees from
10 to 1000 for the ensemble forest used in Q2, Q3, and Q5 to train models with different sizes, and
then execute these queries by varying the model size. Figure 13 shows that along with the growth
of model sizes, the optimization effect of inference context reuse cache increases. This is because
the overhead of model loading during inference context setup increases when the model used in
the prediction function is more complex.

6.3 Efficiency of Desirable Batching Inference

In this section, we study the efficiency of desirable batching inference. Also, we show the improve-
ment of prediction processing speed, the batch control overhead, the impact of selectivity, and the
impact on the response time.
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6.3.1 End-to-End Execution Time. We enable desirable batching inference on the basis of inference
context reuse cache, denoted as IMBridge (cache, batching), which applies batch-aware function
invocation. Differently, IMBridge (one-off, 6 = 256) remains to adopt the batch-oblivious function
invocation with the 6 recommended in OceanBase. As mentioned in Section 4.1, the FIBS of a
prediction function is affected by 6. Hence, we show the results by only tuning the 6 parameter
according to bs* acquired from our estimator, i.e., IMBridge (cache, 8 = bs*), and an empirical upper
bound, i.e., 10k, utilized in SparkSQL [74], denoted as IMBridge (cache, 8 = 10k).

As illustrated in Figure 11, IMBridge (cache, batching) boosts query execution by 3.96x on
average over IMBridge (cache, 6 = 256) through the batch-aware function invocation. Obtaining a
bs* previously and setting the 8 manually does not exhibit a satisfactory performance improvement
for most cases. Only Q1, Q2, and Q4 with IMBridge (cache, 8§ = bs*) and IMBridge (cache, 6 = 10k)
have a 1.22x-2.66x speedup over IMBridge (cache, @ = 256). This is because the FIBS of a prediction
function is also influenced by the batch size variation imposed by operators on the query plan (see
Section 4.1). Surprisingly, for Q3, Q5, Q6, Q7, and Q8, there are even 5.5%-26.5% and 2.5%-10.8%
performance degradation in IMBridge (cache, 6 = bs*) and IMBridge (cache, 6 = 10k) against
IMBridge (cache, 6 = 256). This is due to the fact that changing the 6 parameter of the database
affects both the prediction function execution part and the relational operation execution part.
For instance, a higher 6 may incur a higher I/O latency when scanning tables asynchronously
in OceanBase. In addition, the efficiency of the IMBridge (cache, batching) over IMBridge (cache,
0 = 256) is different across model types and ML frameworks. For Q3 which uses the XGBoost,
the performance acceleration is significant, since they require a large inference batch size for
parallel processing with OpenMP. For Q6 and Q8 using the HW and CF models, the performance
improvement is minor since these models are not sensitive for batching inference.

To sum up, tuning the 6 does not mitigate the undesirable batching inference and even worsens
the end-to-end query performance. In contrast, IMBridge is able to achieve a desirable batching
inference regardless of the 0 settings as it leverages the batch-aware function invocation to control
and adapt the batch size specifically.

6.3.2  Prediction Processing Speed. To demonstrate the performance of desirable batching inference,
we collect the result of PPS in the first 16 iterations during query executions in IMBridge. In
particular, to calculate PPS, we divide the batch size by the execution time of prediction function
for each iteration.

As depicted in Figure 14, with the guarantee of desirable inference batch size, the results of PPS
per iteration in IMBridge (cache, batching) are generally higher than the ones in other settings. For
all the queries except for Q6, tuning 6 improves the processing speed of prediction functions to a
certain extent. Since the database engine is still unaware of the prediction semantics, the cumulative
variation effect imposed by operators on the query pipeline will inevitably make the FIBS far from
the bs*. Clearly, the PPS of IMBridge (cache, 8 = bs*) and IMBridge (cache, 8 = 10k) is unstable,
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which cannot ensure a high execution efficiency for each prediction function invocation. On the
contrary, IMBridge is able to bridge this efficiency gap by exploring our batch control mechanism
to ensure a bs* with high PPS for each prediction function invocation. Note that there are only
two iterations for IMBridge (cache, batching) in Q6. This is because the data selected for inference
in Q6 only have hundreds of rows. As a result, the number of prediction function invocations of
IMBridge (cache, batching) in Q6 is fewer than that of IMBridge (cache 6 = 256), IMBridge (cache
0 = 10k), and IMBridge (cache 8 = bs*). This indicates that the performance improvement of Q6
also comes from reducing the overhead of the language runtime switch between Python and the
database engine.

To sum up, the desirable batching inference in IMBridge accelerates the query execution by
improving the PPS metric with our batch-aware control for prediction function invocation.

6.3.3  Overhead of Batch Control. To demonstrate the extra overhead of introducing batch control,
we measure the total execution time of the prediction function and batch control in Q2 between
IMBridge (cache, batching) and IMBridge (cache, 8 = 256). In particular, we use the LIMIT clause
to vary the query result size from 5k to 500k, where the number of iterations increases. Since the
batch control happens for each iteration, the number of batch controls also increases with the query
result size. As depicted in Figure 15, the overhead of batch control increases as the query result
size increases. The batch control execution time accounts for 8.8% of the whole query execution
time when the query result size is 5k, whereas this percentage is 2.6% when the query result size
increases to 500k. However, introducing the batch control reduces the prediction function execution
time by a range from 46.1% to 65.9%. Hence, it is worthwhile to introduce batch control for desirable
batching inference with a minor overhead.

6.3.4 Impact of Query Selectivity. Since the selection operation is a common factor in affecting
the batch size on a certain query pipeline, we next study the selectivity impact on the desirable
batching inference by comparing the speedup of IMBridge (cache, batching) over IMBridge (cache,
0 = 256). We adopt all the SPJ-based queries in this study, since we can control the selectivity of
these queries by adding extra predicates at the WHERE clause as shown in Figure 10. In particular,
we control the selectivity to around 1%, 10%, 30%, 60%, and 100%. As depicted in Figure 16, along
with the increase in selectivity, the acceleration effect of the desirable batching gradually decreases.
This is due to the reason that a larger selectivity will impose less effect on the FIBS, and the FIBS is
more likely to be close to the bs*. Besides, IMBridge (cache, batching) still outperforms IMBridge
(cache, 8 = 256) when the selectivity is 100%, especially for Q3. The reason is the default setting (i.e.,
0 = 256) in OceanBase does not meet the bs* requirements for different prediction query workloads.

6.3.5 Impact on Response Time. To study the impact on the query response time, i.e., the time to
produce the first result, imposed by the desirable batching, we add a LIMIT 1 clause into each query.
As depicted in Figure 17, in comparison to IMBridge (cache, 6 = 256), IMBridge (cache, batching)
has a 62.9% and 26.6% response time increase for Q2 and Q3. This is consistent with the mechanism
of desirable batching that the buffering state requires the execution engine to accumulate several
batches, which slows the time needed to produce the first answer. However, for other queries, the
query response time of IMBridge (cache, batching) is even lower than the one of IMBridge (cache,
0 = 256). This is because the prediction function execution time of a large batch size is comparable
to a small one since ML frameworks are typically optimized for batching inference. Moreover,
producing the first answer needs performing inference on all the data for Q4 and Q5, since they are
aggregation queries. Hence, the query response time of IMBridge (cache, batching) is significantly
lower than the one of IMBridge (cache, 8 = 256) for Q4 and Q5. In general, the response time is still
affected greatly by the desirable batching inference.
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6.4 Discussion

We make further discussion on the comparison with other systems, performance for implementing
IMBridge on DuckDB, as well as query performance on large-scale data for IMBridge.

6.4.1 Comparison with Other Systems. We compare IMBridge with other solutions for executing
prediction queries over data residing in databases. These systems include EvaDB [32, 79], PG MADIib
[25], DuckDB [16], and PG PL/Python [61], corresponding to the extension of prediction query
outside/inside the database, and Python UDF. For EvaDB, we use OceanBase as the back-end and
set up the inference context before pulling data from the database. MADIib and PG PL/Python use
PostgreSQL as the back-end database, and PostgreSQL has a database engine similar to OceanBase.
Note that we train models individually for MADIib, since it only supports prediction with its own
trained model formats. Besides, we showcase the result of IMBridge with both single thread (DOP=1)
and eight threads (DOP=8) since EvaDB and MADIib only support executing prediction queries
with one thread, while PG PL/Python and DuckDB provide parallel prediction query execution.

In Figure 18, we showcase the overall performance on all the prediction queries. Compared with
EvaDB, IMBridge (DOP=1) has a 5.22x speedup on average, since EvaDB has to load large amounts
of data from the database without performing desirable batching inference. We use MADIib to
train models and generate corresponding prediction functions. For Q1 and Q2, the one-hot encoder
used in the prediction functions leads to surpassing the maximum number of columns allowed
in a table in PostgreSQL. Therefore, we skip the experiments for Q1 and Q2 on MADIib. We do
not run TPCx-Al-based queries on MADIib either, since it does not support the preprocessing
processes in these prediction functions. For Q3-Q5, IMBridge (DOP=1) performs 8.38x faster than
PG MADIib on average, as MADIib applies the tuple-at-a-time inference without batching inference.
For parallel prediction query execution, IMBridge (DOP=8) outperforms PG PL/Python by two
orders of magnitude. This is because PG PL/Python explores tuple-at-a-time execution which
suffers from the repetitive context setup and undesirable batching inference with holistic prediction
function evaluation. Besides, IMBridge (DOP=8) is 7.75x faster than DuckDB on average, since
DuckDB also ignores the effect of inference context setup and performs batch-oblivious prediction
function invocation.

In conclusion, IMBridge delivers both high performance and usability compared to alternative
systems for running prediction queries with data residing in the database.

6.4.2  Performance for Implementation on DuckDB. To demonstrate the improvement of IMBridge
on other databases, we implement IMBridge on top of a modern OLAP database engine DuckDB.
As shown in Figure 18, DuckDB (cache) is 4.78x faster than DuckDB on average and comparable
to DuckDB (manual), which indicates that our reuse cache ensures a one-off inference context
setup. Moreover, the vectorization execution mode in DuckDB cannot ensure a desirable batching
inference either. In particular, DuckDB (cache, batching) performs a 2.19x speedup over DuckDB
(cache) on average, which shows the benefits of the batch-aware function invocation. In summary,
our implementation for DuckDB demonstrates the benefits of extending IMBridge to other database
engines for accelerating prediction query execution.

6.4.3 Query Performance on Large-scale Data. To study the performance of IMBridge on large-scale
data, we compare IMBridge against the original Oceanbase by varying data size with eight threads.
For publicly-available datasets, we scale the data from 10G to 50G. For benchmark datasets, we
turn the scale factor from 20 to 100. Note that we set ten hours as the timeout for query execution.
As depicted in Figure 19(a) and 19(c), for SPJ-based and TPCx-Al-based queries, IMBridge scales
super-linearly with the data size compared to OceanBase. On these workloads, the prediction
function accounts for a large proportion of execution time. Differently, Figure 19(b) shows the
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Fig. 19. Query Performance on Large-scale Data

speedup of IMBridge over OceanBase on TPC-H-based queries is lower than the other queries. In
these queries, as the data size grows, JOIN on more than four tables rather than prediction functions
dominates the execution time.

7 Related Work

Integrating ML inference in database engines, a.k.a, prediction query is a promising research field
at present. In general, there are three directions for enhancing prediction query execution.
Supporting ML inference through UDFs. Some database engines leverage native UDFs like C++
UDF to support both ML model training and inference, such as MADIib [25], MLog [42], Vertica-ML
[29], UDO [73], and BigQuery [28]. While they have native speed when running ML algorithms,
the ML pipelines supported in these systems are limited. Extending new ML functionality requires
significant effort for native UDF developers. On the contrary, Python thrives in the ML community
for its ease of programming and rich ecosystem of ML frameworks. Hence, current database engines,
such as PG PL/Python [61], MonetDB [63], Raven [33, 59], Tuplex [75], and DuckDB [16], tend
to exploit Python UDFs to embrace the enriched ML features. Among them, Raven provides end-
to-end optimizations of prediction queries with model pruning optimizations on Raven IR and
physical optimizations for runtime selection. UDO and Tuplex compile DB operators and UDFs into
a unified IR to conduct cross-optimizations at compile time. The execution codes generated by IR
typically include the prediction function, where the issue of repetitive inference context setup and
undesirable batching inference still exists. Since these optimizations are agnostic to the execution
process at runtime, they are orthogonal to IMBridge.

Translating ML operations to SQLs. MASQ [57] translates traditional ML pipelines such as
encoders, scalers, and tree-based models from Sklearn APIs to SQLs according to SQL features
like CASE and JOIN operations. LMFAO [68] and JoinBoost [26] implement ML algorithms with
aggregation operations utilizing join graphs and factorized learning. DL2SQL [44] and sql-einsum
[8] translate tensor computations in deep learning (DL) models to SQL with JOIN, GROUP BY
and AGGREGATION statements. SmartLite [45] uses model quantization to optimize DL models in
computation and storage, translating model computation to SQL-based bit-wise operations. Weld
[58] and Amir et al. [72] translate ML operations by designing a unified IR combining the semantics
from both SQL and ML operators. PyTond [70] and Tim et al. [17] translate data science workloads
into pure SQL by performing static analysis on Python codes. The SQL translation approach focuses
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on generating better SQLs to fully utilize database engines for fast ML operations, whereas IMBridge
aims at optimizing the cooperation between database engines and ML frameworks in Python.
Adding native ML operators into database engines. For high-performance considerations,
current works propose to add native ML operations at the operator level in modern database engines.
LingoDB [30] designs a novel query compilation stack to make optimizations on cross-domain
(ML and relational) operators viable. Luo et al. [47] extends database engines with linear algebra
operations that are essential to ML algorithms. Klabe et al. [36] introduce a native ModelJoin
operator utilizing HPC libraries. TQP [24, 37] proposes a tensor-based general data processing
engine, which supports running both SQL and DL workloads on common high-performance tensor
computing frameworks. Unlike the mature ML frameworks in Python, most works in this direction
require developing new operators to support various ML algorithms.

IMBridge follows the Python UDF approach for its fertile ML community and user-friendliness.
Differently, IMBridge focuses on addressing execution bottlenecks caused by the impedance mis-
matches between prediction query execution and database engine. In particular, IMBridge supports
automatic one-off inference context setup for arbitrary codes with various ML frameworks in
Python. Besides, current database engines typically apply undesirable batching inference in UDF
invocation. In contrast, IMBridge fully exploits the desirable inference batch size to accelerate the
processing speed of prediction functions.

8 Conclusion

In this work, we propose a prediction-aware operator designed for mitigating the impedance mis-
match between prediction query execution and database engine. To mitigate the repetitive inference
context setup, it leverages an inference context reuse cache. To bridge the performance gap incurred
by undesirable batching inference, it controls the batch size before the invocation of prediction
functions. Moreover, we have implemented a prototype called IMBridge. Our experimental results
show that IMBridge significantly accelerates the prediction query execution over OceanBase and
outperforms alternative solutions on PG PL/Python, MADIib, DuckDB, and EvaDB, by orders of
magnitude. Nevertheless, it is possible to integrate IMBridge into other databases.
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